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Introduction

Scattered and Isolated Communities

Peer-to-peer computing is important because it simplifies access to storage, bandwidth and processing power of computers located at the edges of the network.  File-sharing is one important application of peer-to-peer networks.  Combining the collective hard drives of thousands of computers has created a valuable distributed store of files.  Distributing files across many peers solves some of the problems of centralized file storage.  It provides access to terabytes of storage space that would be prohibitively expensive for any one person or organization to purchase.  Replication and caching of files on multiple nodes reduces the load on any single one for popular files as well as increasing availability and providing robustness against failure.  Distributed searching also provides more up-to-date results than centralized indexing.

Despite these important features, peer-to-peer file-sharing has not yet expanded beyond a few niche applications.  File-sharing for MP3s and movie clips has become widespread but beyond these formats this approach has not been as popular or as successful.  For example, there is really no simple way, either centralized or distributed, for searching the rich variety of published design patterns.  A distributed community for sharing and searching for design patterns would be a useful service, but there is currently no simple way to do this.  For the design pattern community and many other communities of people interested in publishing and sharing specific types of file, existing applications are inadequate.  

Some file-sharing applications are tailored to a specific file format making it impossible to expand them to other applications.  Others can share any file but provide little support for locating them or for distinguishing them from other files with similar attributes.  In addition to these fundamental problems, there is no simple way to discover if a community already exists among the many applications or even within them.  This artificially divides users with common interests and limits the variety and availability of files.  The peer-to-peer landscape is filled with scattered and isolated communities, either too specialized or too general.

Expanding the power of peer-to-peer filesharing beyond its current scope is a worthwhile goal.  Allowing communities of people with a common interest to easily create applications for sharing related files is the first problem.  The second is allowing those who share these interests to locate and participate in such communities.  Universal Peer-to-peer (UP2P) solves these important problems.

Existing Support for Communities

Universal Peer-to-peer is centered around the concept of communities.  UP2P communities are groups of users interested in sharing a certain type of file.  Napster, one of the earliest popular file-sharing services, was an example of a community of users sharing digital music files.  Other popular applications allow users to locate digital video files, pictures and documents.  Each of these formats would constitute a single UP2P community.  Although there is support in many applications for sharing these types of files, it is not as easy to share formats beyond this small list.

Napster, as mentioned earlier, allowed users to share their MP3 collections with others on the Napster network.  It did not provide any capabilities for sharing other formats.  The Gnutella application followed on the heels of Napster allowing users to share MP3 files in a completely distributed fashion.  Gnutella systems did not rely on a central server as Napster did, making it more resistant to failure or censorship.  Gnutella also differed by allowing peers to share any format.

Although Gnutella allows the sharing of many types of files, in practice it is difficult to use Gnutella to create or participate in new communities.  The barrier to usability is the difficulty of locating different kinds of files.  Initial implementations located files by doing simple filename matching.  Simple filtering by file type can be done by specifying extensions, but this breaks down when files of many types may have the same extension - for example ".xml" The other weakness of this approach is the inability to search metadata - information about a specific file.  With filename matching, users must depend on the use of correct and descriptive file names.

This highlights the importance of metadata in creating truly usable peer-to-peer applications for a given community.  Limewire, Morpheus and Kazaa exploit metadata to expand the scope of file-sharing to video clips, pictures and Word documents.  These applications support richer searches such as music produced in a given year, or movies starring a specific actor.  They have created full-fledged communities centered around a wider array of file types.

These applications are a big step in the right direction, but they still do not allow the creation of communities.  Outside of the selected formats, these systems still rely on filename matching.  Stamp collectors, design pattern users or movie script traders would have a difficult time locating a file of interest to them.  But even before that, they would not know for sure whether such a community of users even existed within the application they were using or within any other for that matter.  Outside of a short list of formats communities are lumped together in the category of "other" file formats with no support for search and no method to discover their existence.

UP2P: Creating and Finding Communities

As mentioned previously, UP2P is centered on the idea of communities: groups of users sharing a particular type of file.  UP2P provides a way for users to create communities without having to rewrite their favourite application.  Although UP2P supports certain communities by default, user-created communities are first-class communities with access to all the same facilities.  Rather than being lumped together as "other" file formats and relying on filename-matching, the files shared by UP2P user-created communities can be located using the same advanced search capabilities currently reserved for a select list of file types.  In addition, UP2P does not dictate the underlying peer-to-peer network used to share these files.  This allows the creation of communities based on different peer-to-peer networks.

Flexibility in creating communities is only part of the solution.  The quality of a file-sharing community is determined by its users.  A large user base ensures a good selection of files and increases availability.  Without the ability to find the communities other users have created, they will remain scattered and isolated, never reaching the critical mass required for success.  

The problem of community discovery can be solved by exploiting the same techniques used to share other formats.  In UP2P, communities, like any other files, can be shared using peer-to-peer file sharing.  The first community a typical UP2P user will use is the community of communities.  She uses this special community to find out whether there are already fellow UP2P users interested in sharing design patterns (or some other type of file).  Since communities are simply another type of file, the search is carried out just as it would be for any other shared format.  If she finds a design pattern community she simply downloads it.  By downloading it she becomes a member and also acts as a new site for others to discover and join this community.

Membership in the design pattern community allows her to browse the distributed design pattern database as well as publishing her own.  The downloaded community contains all the information required to support these functions.  Rather than relying on in depth knowledge of a few built-in formats, UP2P provides a method of extending the application on the fly to accommodate any user-created community.  In UP2P, a design pattern and a design pattern community are found in the same way.

Contributions

UP2P treats peer-to-peer file-sharing communities as shareable files allowing people interested in sharing different types of files to easily discover, join and create their own useable communities.  Some of the key contributions are described in this section.

Simple way to create communities

UP2P proposes a few attributes which describe a file-sharing community and defines a standard format for expressing these attributes.  This can be used by anyone to specify new communities centered around sharing a specific format and using a certain peer-to-peer protocol.  These files can be used to instantiate an application tailored to the format.  This allows peer-to-peer networks to become broadly applicable beyond the current supported formats.

Discovery for communities

It is difficult to discover communities of users sharing specific formats because communities exist outside of standard search methods used in peer-to-peer systems.  By expressing communities as files, UP2P allows the same methods to be used for finding communities.  This provides a standard way to find communities, avoiding duplication of effort and making it easier for communities to reach critical mass.  In a world with a multitude of communities U-P2P allows users to find the one that they are interested in.

Standard search layer

U-P2P provides a standard metadata layer for peer-to-peer systems.  Peer-to-peer systems use inconsistent representations for metadata and queries.  U-P2P standardizes these 

representations but does not dictate which query routing protocol should be used.  

P2P protocol independent

The underlying protocol is one of the elements of a U-P2P community.  This allows users to create communities using a choice of underlying peer-to-peer networks such as Gnutella or Jxta.  File-sharing communities with a specific format and protocol, such as Napster for MP3s or Gnutella for video clips, can be thought of as instances of UP2P communities.

Bridge for P2P networks

UP2P can be used to discover communities based on a variety of peer-to-peer protocols.  There is no current way to discover such communities aside from downloading the individual applications, examining their search features and searching for specific files.  UP2P provides a unified method of searching for communities across all of these networks acting as a bridge between them.  

Improved search in Gnutella networks

Gnutella nodes broadcast queries through the network like ripples spreading through a pool.  The originating node queries its immediate neighbours which in turn query their neighbours for matching files until the query reaches a horizon defined by its hops-to-live value.  Increasing this horizon will increase the number of results at the cost of increasing network traffic exponentially.  UP2P communities can be used to form a sub-network where neighbours are restricted to other community members.  Restricting queries to this sub-network will return identical results with a smaller horizon and a corresponding reduction in the bandwidth used for broadcasting queries.

Thesis Overview

The next chapter discusses in detail a few important applications and how they address the problem of extending file-sharing applications to support different formats.  Chapter [research question] shows that the existing approaches fail to extend the benefits of peer-to-peer file sharing beyond a few specific formats, or to provide a unified way of discovering which formats can be shared.  The following chapters describe the ideas behind UP2P as well as its design, architecture and implementation.  Experimental results are presented to demonstrate the improvement in Gnutella performance achieved using UP2P to create a community specific sub-network.  The final chapter summarizes the contributions of this project and proposes directions for future research.

Review of State of the Art

UP2P aims to simplify the creation of peer-to-peer file-sharing communities.  Although popular applications support sharing of any format, useable solutions should be able to search the meta-data associated with each file and to discriminate between files of different formats.  These are required to provide useful results without interference from files that have similar names or formats that may have similar meta-data.  

[formula: 1. how does it work, 2. specifics about adding communities, 3. discovering communities – try to keep it short, can do some cut and paste with headings and then fill in the blanks]

Centralized Search Systems

Centralized Indices for the WWW

URLs (Uniform Resource Locators) begin with a hostname that is resolved using DNS.  The remaining portion of the URL is processed by the WWW server at that address, usually as an identifier for a file stored there.  

The link structure of the WWW allows programs to create central databases of pages by periodically crawling the web.  Although a general lack of metadata makes it difficult to perform attribute searches, these central databases can be keyword searched.  Lack of metadata also makes it difficult to determine the relevance of individual pages.  The link structure of the web provides important clues which can be exploited to determine what individual pages are about.  Google uses a technology called PageRank to determine the relevance of individual pages to a given keyword.  [some info about google here –Lewin papers]  

Napster: An User-created Centralized Index

Although systems such as DNS, WWW and the Internet itself can be seen as early instances of peer-to-peer computing, the application which lay the groundwork for the current crop of file-sharing systems was Napster.  The simple idea behind Napster was to provide a centralized database to index the hard drives of its peers.  A similar idea lay behind the creation of the ICQ instant messaging system.  ICQ uses a centralized directory stored of users, information about their location in the network and whether they are present.

Napster was revolutionary in a few important ways.  Firstly, increases in computing power and storage meant that many of the computers devoted to surfing the internet were actually powerful enough to act as servers.  Until Napster came along, the contents of these peers were largely inaccessible to other computers.  Secondly, as pointed out by Dan Bricklin[?], its normal operation created a "cornucopia of the commons": by downloading files users provided a new site for others to obtain them thus increasing their availability. [ref - from p2p book]

Napster allowed users to peek into the hard drives of their neighbours by hosting a centralized, user-created database of available files.  All information about shared files was gathered on the user's computer and stored in a central database. Search queries were sent to the central server which returns matches to the user that include information about the remote peer hosting each file. [reference] With this information, the client could connect directly to the remote peer and initiate a peer-to-peer download.  The fact that any peer may host any file places Napster in the class of unstructured peer-to-peer networks.

Napster's operation was an evolutionary step beyond WWW search engines.  Queries were handled by a central database which directed users to peers hosting matching files.  Napster's innovation was to have users create and maintain this database as they logged on or off, ensuring that it was kept up to the minute.  The transient nature of peer-to-peer connections means that indexes must be kept current to be of any use.  Additionally, the files stored in peer-to-peer networks are not hyperlinked to each other so web-crawling - used to generate indexes like Google's - is not applicable.  

Developed by the Fraunhofer Institute in [year ref], the MP3 format was designed to encode music files efficiently and accurately.  Napster's popularity dovetailed with the popularity of the MP3, the sole format that it was designed to share.  The size of these files was small enough that even users with low-speed connections could eventually amass a collection of high-quality music files.  MP3 files include embedded metadata in the form of an ID3 tag.  [some info about ID3 tag format - where in mp3, what it contains, history]  

As users logged on to the system, the embedded information in the ID3 tag, the filename and other information implicit in MP3 files was published to the central database.  Metadata search in Napster was implemented using a simple form with two fields: artist and title.  Results could be filtered and sorted by various fields such as the bitrate of the MP3 or the bandwidth of the hosting computer.  Search consisted of searching for these substrings among the filenames and other metadata indexed on the central server.  [ref]  The implicit assumption that users were searching for MP3 files made this approach effective.

Distributed Search Systems

DNS: Distributed lookup for hostnames

One of the earliest peer-to-peer systems is the Domain Name System (DNS).  DNS is used to resolve human-readable names (e.g. www.yahoo.com) to IP addresses.  Responsibility for resolving these names is distributed hierarchically.  Each domain maintains information about its hosts.  Authority for sub-domains can be delegated to other name servers within the domain.  At the highest level, a set of root servers, which cache information about many domains, act as an authority of last resort when queries to known name servers fail.  Results are cached at the requesting node and intermediate nodes helping to accelerate future requests. [ref]  

Completely distributed searching with Gnutella

Although Napster enabled users to download files directly from each other, the centralized database was sometimes seen as a violation of the spirit of peer-to-peer systems.  It acted as a central point of failure which undermined the robustness and availability of the peer-to-peer network.  Gnutella was a response to this flaw.  [ref]  Instead of a centralized database, each node maintains its own list of files.  This increased resilience came at a price: each database had to be searched individually.

Limewire and Fasttrack: Exploiting metadata in distributed searches

JXTA and JXTASearch: Intelligent query routing

Exact-match Search Systems

Systems such as Napster, Gnutella, Fasttrack, etc. have been termed unstructured because of the loose connection between files and their location.  This decoupling makes it more difficult to determine whether a specific file exists in the network and increases the number of application-level hops required to locate the files.  These networks are more like search engines – information about files in the network is queried and results are returned along with information about the node.  The node can then be directly contacted for the download.  

Unstructured networks have progressed in an evolutionary manner.  Napster kept information from all nodes in a user-maintained centralized database.  Although this was effective it was difficult to scale and more importantly presented a single point of failure.  In response, systems like Gnutella distribute the work of searching over many peers.  Gnutella’s technique of sending out queries like “ripples through a pond” [ref – gene kan chapter on p2p] which are then serviced at each node was initially very effective.  But as the number of peers increased, the traffic generated by this approach became unmanageable.  Subsequent research has focused on solving this problem through approaches such as imposing hierarchy and improving the routing of queries.

These techniques are not impossible in structured networks, but the widespread use of encryption in these networks makes it difficult.  In Freenet files at each node are encrypted to allow operators plausible deniability about content they are hosting as well as to prevent censorship.[ref]  In Chord/CFS files are split up into blocks which may be distributed on many hosts throughout the network making it impossible to know the contents of piece of data on a node.[ref]  Applying techniques successful on the web, such as creating indexes of keys, may solve some of these problems.

Freenet: Anonymous publishing using secure hashing

FASD: Metadata search for Freenet

Chord, CAN, PAST: Search in Distributed Hash Table systems

Lv et al. propose dividing peer-to-peer systems into two classes: structured and unstructured.  [ref]  The defining characteristic of structured systems is that "the overlay topology is tightly controlled and files (or pointers to files) are placed at precisely specified locations."  In unstructured systems the overlay network is formed in an ad hoc manner and files may be placed anywhere.  The tight coupling between overlay network and file placement in structured networks allows efficient location of specific files.  Unstructured networks are not as efficient in this area and are often criticized for failing to scale.

The organization of structured networks has implications for metadata search.  Structured systems are characterized by "exact-match" searches.  Files are assigned key values.  Nodes in the overlay network are assigned responsibility for some partition of the key space.  This allows a request for a file (and its corresponding unique key) to be quickly routed to the responsible nodes.  Unfortunately files that are related semantically may be mapped to distant locations in the keyspace.  This makes it difficult to find documents resembling a given document or a partially specified document using the same method.  Alternate methods of search are possible and are discussed here.  Unstructured systems are not bound by the same constraints and are more accommodating of metadata searches at the expense of increased routing overhead.

Meta-data directories

Bitzi: User created meta-data databases

Open Archive Initiative: A Directory of Metadata formats

(p2p networks as response to centralized – more up to date search – e.g. searching each host individually as opposed to a snapshot – also more robust for hosts coming and going – not a problem in www but it is a problem in peer-to-peer)

. napster - centralized, user created

. gnutella/limewire - distributed

. fasttrack – distributed

. jxta/jxtasearch – distributed

. terradir - distributed, hierarchical

. opus?  

.  lot of research here is on better routing

Structured Networks

. freenet - key-based, learning

. can, past, chord - dht based routing

Metadata Directories

. bitzi - centralized, user created

. creative commons?

. opus (where does this go?  Mention it?)

Approaches to centralized metadata search.  How search is implemented in existing peer-to-peer systems and how effective it is – level of metadata visibility, ease of extending.  

(keep in mind - present don't analyse) 

progression: 

no knowledge about metadata except filename (metadata embedded in filename) - napster, early gnutella 

knowledge of binary format which embeds metadata (e.g. mp3 id3, word document) - fasttrack, opencola 

knowledge of metadata fields (schema) for limited set of objects - limewire, edutella 

knowledge of one format that includes pointer to the schema of the embedded data - open archive initiative http://www.openarchives.org/OAI_protocol/openarchivesprotocol.html - used to index "deep web" but centralized 

todo: 

is edutella classification correct? 

read more about OAI. 

classify jxtasearch - impression: isn't this just infrastructure? 

classify other resource discovery research - is it working in p2p - how can we trim down this list? - for example: meta-data search engines 

classify distributed file system research (e.g. chord) - is this relevant? 

is jabber important - xml structured messaging 

classify bitzi - metadata associated with signatures - trust 

[from original p2p paper – searching on the WWW]

The World Wide Web (WWW) is an example of the difficulty of resource discovery in large networks. The most effective method is consulting an index but even these are incomplete. The sheer quantity of information makes it time consuming to index. To be useful an index must contain information about the subject matter of each document. Gathering this information -- metadata or data about data -- is also difficult. These problems are amplified in peer-to-peer networks. 

The volume of data available in peer-to-peer networks is orders of magnitude greater than the WWW [reference] making indexing impractical. The organization of peer-to-peer networks is another obstacle to indexing. Web-crawling, the most effective means of indexing content on the WWW [reference], assumes that most content will be at the same location in the future. Hyperlinks between documents enable crawlers to discover new pages and add them to the index. 

In peer-to-peer networks hosts frequently move on and off the network. Hosts may be assigned a different address each time they reconnect making it difficult to assign permanent addresses to content. Most documents are not interconnected by hyperlinks making discovery by crawling impossible. The lack of interconnection is worsened by the inability of some peer-to-peer systems to interoperate. Different protocols mean that each system is an island with its own unique interface. 

The variety of content in peer-to-peer networks is an obstacle to resource discovery. The WWW primarily contains HTML documents. Keyword search is simple because of HTML's text format and because of the metadata provided by hyperlinks. Peer-to-peer networks contain a wider variety of file formats requiring specific knowledge about each format. Some are binary formats with no searchable text. Other files contain searchable metadata but the location and structure of the information is unique for each format. [reference] 

In summary, resource discovery in peer-to-peer networks is complicated by the difficulty of addressing documents, the lack of interconnection between documents and systems and the variety and volume of information. U-P2P addresses some of these issues by providing a generic way of adding metadata to different file formats as well. In addition U-P2P bridges the gap between peer-to-peer systems by providing a framework for discovery of different communities. 

[comparison of Napster, Gnutella, FT - from “Difficulty of Resource Discovery…”]

A wide variety of systems from chat to publishing fall under the peer-to-peer banner. U-P2P specifically addresses problems with peer-to-peer file-sharing applications. This family of applications allows users to essentially search the harddrives of other users and then download files from them directly. Each user decides which files to publish - only these files are searchable. Some popular peer-to-peer file-sharing applications are Napster, Gnutella and Kazaa. 

Peer-to-peer filesharing applications can be categorized by various attributes: network organization, the file formats that can be shared and use of metadata. 

Network organization

Network organization is one of the most commonly discussed differentiators between filesharing applications. Napster has one of the simplest hierarchies. All information about shared files is gathered on the user's computer and stored in a central database. Search queries are sent to the central server which returns matches to the user that include information about the remote peer hosting each file. [reference] With this information, the Napster client can connect directly to the remote peer and initiate a peer-to-peer download. 

Gnutella lies at the other end of the spectrum from Napster's centralized database approach. Each Gnutella peer is designed to act as both client and server. Search requests are sent to a set of known neighbours. The neighbours simultaneously return any matching results from their database and forward the request on to their known neighbours. Searches cascade outward covering many nodes. At each node the request's time-to-live field is decremented. Requests with a time-to-live of zero are discarded preventing search requests from flooding the network. [reference] As in Napster, the search results can then be used to initiate a direct connection to the peer to download the remote file. 

Fasttrack is a compromise between the two approaches. As with Gnutella, each peer can operate as both client and server. The difference is that some peers are more equal than others. Peers meeting certain criteria for bandwidth, latency and processing power are dynamically designated as super peers. [reference] Super peers act as Napster servers in miniature, aggregating information about files on many connected peers. Queries are directed only between these search hubs reducing network traffic relative to Gnutella. 

Supported file formats

The first application for peer-to-peer filesharing was for MP3 format files. It is no surprise that all of the filesharing systems described above support this format. In fact Napster only supports this format. Fasttrack has a wider array of supported file types including video files, graphics, documents and even software. Gnutella offers the most flexibility allowing any type of file to be shared. 

Use of metadata

The third basis of comparison between peer-to-peer filesharing systems is metadata. As filesharing services gain more users and the range of allowable types increases, metadata will become more important. Without effective information about the content of the vast number of shared files it will be impossible to find anything. 

In Napster search was based on filenames and relied on users encoding the artist and title of each song in the MP3's title. Although metadata such as encoding rate could be used to sort the results there was no way to search on these metadata or to define other parameters. [reference] 

Gnutella networks have no explicit metadata handling. Search strings are passed around without processing between peers and their interpretation is left to the peer. Each peer must implement it's own search algorithm using the search string as input. Most Gnutella implementations simply return filenames that contain the search string. 

Gnutella does not stop designers from designing overlay protocols to encode and decode metadata from search strings. This has led to proposals in the Gnutella developer community for richer metadata searches [1, 2]. Schemas are defined for common file types: for example an audio file might be defined to have properties such as artist, title, bit rate, album, etc. The schema defines a structured format for searching MP3 metadata that is sent as a search string to other Gnutella nodes. 

In this implementation, responding clients use the query to search local files annotated using the schema. The same XML format is used to return the search results. In practice though, all members of a community must be able to speak a common language in order to communicate. The implication for the Gnutella network is that the requests of nodes that are metadata-aware must still be intelligible to older nodes that are not. Because metadata awareness is not built into older clients, the search protocol must contain both the rich query and an unstructured string version of the same query. 

[edutella overview, from edutella paper review]

Edutella is a P2P project originating in Germany. The goal of the project is to allow educational institutions to share their content without having to give some central site control of it. This is accomplished by allowing each Edutella peer to publish metadata about its owned content. This metadata can then be shared between peers: information about the content is freely disseminated and searchable while control of the content itself remains with the original institution. Edutella uses various metadata specifications defined for educational metadata (IEEE LOMS, IMS LRMS and SCORM). These standards in turn are based on the Dublin Core metadata set. Edutella expresses this metadata in the form of RDF/XML. 

[jxtasearch overview, also from edutella paper review]

Although both Jxta and JxtaSearch are evolving, this paper presents a useful snapshot of the current architecture of JxtaSearch. The Jxta platform consists of three layers: core, service and application. The core layer consists of the basic Jxta protocols which facilitate the formation of peer groups and communication between peers. JxtaSearch provides four different Jxta services: provider (e.g. a peer containing educational metadata), consumer (e.g. a peer conducting a search), hub (e.g. routing of queries through the network) and registration (e.g. association of useful metadata with providers). 

At the application layer there are three peer types: consumer, provider and hub. Each type of peer can provide one of the four JxtaSearch services and interact with the hub service. All of these peers run on top of the Jxta core layer. Communication between peers uses the QRP (Query Routing Protocol) which defines the format of queries between peers. 

The hub service is especially interesting. It provides two basic services that are analogous to the services provided by internet routers and DNS servers. The JxtaSearch router can be thought of as a normal router with queries instead of packets: it sends queries between peers and collates multiple result sets. The JxtaSearch resolver can be thought of as a DNS server with queries instead of hostnames: it tries to map a query to a provider or providers which can service that query. This mapping is accomplished by searching the metadata given at registration by JxtaSearch providers. 

The paper introduces early on the concept of queryspaces. This refers to the idea that peers have a common understanding of what a query contains. By default JxtaSearch peers understand queries to be text strings requiring full-text search. The Edutella researchers extended this to allow query format and processing using the Dublin core metadata set. This was done for simplicity and because this metadata set forms a foundation for the other standard learning-resource metadata sets. 

Provider peers consist of databases integrated with JxtaSearch libraries. For the Edutella prototype an open source XML database package called dbXML was used to provide the repository. The repository is then integrated with open source JxtaSearch libraries which perform local queries and communicate with other JxtaSearch peers (the JxtaSearch adapter and JxtaSearch Provider Service respectively). Registration is done by passing a registration file to a peer offering the service. The registration file is an XML document which declares what queryspace the provider supports (i.e. "I understand DC formatted queries") as well as metadata about what is in the provider's database (i.e. "I contain info about Java applets"). This is the information used by the hub to intelligently direct queries. 

Consumer peers can be either web-based servlets or standalone Jxta applications. The user can enter values for various DC tags (e.g. title, creator, subject, etc.). The query is sent to a JxtaSearch router (running on a hub) which calls the resolver service. The resolver will return a list of registered providers which may be able to service the query. The router than routes the query to the providers. Finally the results are merged and returned to the consumer. The routing and resolution methods did not require customization for the Edutella prototype. 

[mukherjee02ip2pws]

Content-addressable storage systems have become an important topic in recent research in peer-to-peer networks.  Examples are PAST [1], CAN [3] and CFS [8].  Many of the benefits of these systems arise from underlying routing algorithms that allow efficient implementation of distributed hash-tables.  In these systems files are mapped by a hash function into a key-space.  Peers are also mapped onto the key-space and are responsible for files with keys in the same region of the key-space.

This approach facilitates load balancing by spreading content evenly throughout the network.  This even distribution also reduces routing load because paths to related items will also be spread throughout the network.  Most importantly the number of application-level hops scales well – for example in Chord and Pastry keys can be found with O(logN) messages where N is the number of nodes in the network [6, 1]. 

Research question 

What I’m trying to do (flexible system that allows users to define and share communities).  Proof that it hasn’t been done - put all the “system X doesn’t do this” stuff here.  Discuss potential applications to show how it would be useful.

[need to show an example of how existing search techniques use implicit assumptions that occasionally prove wrong - i.e. mp3 search can't distinguish song vs. artist, google searches for certain terms yield useless results - and how they make search for more complex metadata even more difficult - design patterns can't be searched by name because naming is not obvious, CML documents might want to search for molecules containing a certain sequence - not encoded in name, might not be contiguous in xml file - can write this in research questions section

also mention/justify wrapper vs. embedded in binary, talk about ID3 tag – architecture?]

problem statement 

reiterate /OneSentence 

there is no flexible way to extend the benefits of peer-to-peer file-sharing to a wide variety of documents 

requirements: easy to add new document types, can perform search on some (preferrably all) document metadata, easy to discover the community 

question is unanswered - have to relate the following to specific examples in "state of the art" 

no consistent way to search meta-data fields of different types: can search embedded metadata or pre-programmed metadata - but apps have a priori knowledge of object structure - means it can't take advantage of metadata that it doesn't already know about what it means: search is primitive - least common denominator: filenames 

no simple way to extend existing applications to accomodate different types: embedded knowledge means that tailoring to new object types requires extending an existing application or creating a new one, principle of least powers suggests we should find a simpler way to specify this (e.g. not in a programming language) - why? "The reason for this is that the less powerful the language, the more you can do with the data stored in that language. If you write it in a simple declarative from, anyone can write a program to analyze it in many ways." - tim berners lee - http://www.w3.org/DesignIssues/Principles.html 

communities are fragmented: what does this mean - each application has knowledge of a different subset of documents, current approach means having different apps for each type - alternately communities of objects that aren't even searchable using peer-to-peer - wide variety of centralized databases with custom interfaces 

worthwhile 

existing structured documents: CML, Genetic, Biodiversity, Design Patterns, others 

come up with case studies: How have these been leveraged in the past - e.g. how are objects of this type currently shared and indexed 

need to show that they've never been used in p2p context - or if they have show how it is different 

prove that it is useful to share these types of document - increases availability of the document, accessibility - same as justification for publishing on the web but with better scalability 

futureproofs the infrastructure - will we be sharing the same types of files five years from now? gives future binary formats flexible machine-readable wrapper 

[from edutella paper review – weaknesses of jxtasearch/edutella] 

The researchers acknowledge a few features in Jxta and JxtaSearch that were invaluable to the prototype. These tools provide access to many different types of databases residing on many different hosts, including hosts protected by firewalls. They also contend that searching efficiency is enhanced by Jxta peer groups and JxtaSearch queryspaces. The researchers also outline three shortcomings in JxtaSearch. 

The first is that QRP is inadequate for complex queries. They propose that it would have to be extended to resemble existing XML query languages to be applicable to Edutella. They also highlight the fact that there is no specification of how to chain hubs. Without chaining it is difficult for a JxtaSearch network to scale. The third problem is the evolving nature of both JxtaSearch driven by change in the Jxta layer. Various important functions (they cite trust and security) are still not specified. 

The future work of the project aims to address the first two of these criticisms. More general hubs may address the chaining problem. The prototype allows only simple and and or relations between search terms. Future enhancements will introduce a richer query language. Another important addition will be the ability to query arbitrary schemas rather than just the DC core supported in the prototype. 

This paper is a survey of JxtaSearch as applied to solving the problem of providing an Edutella search service. The multi-hub problem and the nascent nature of the technology would cripple any JxtaSearch application but should be resolved with time. 

The paper also highlights JxtaSearch's weakness in the area of metadata services. Other applications may not reveal this weakness as clearly as Edutella. But as other applications evolve (such as U-P2P) they too will benefit from a rich and universal query language. 

In this area JxtaSearch may have already made design decisions which prove to be restrictive. On the other hand these choices may create a more manageable system. I am interested to see whether the "Datalog-based language" they propose for querying is simple enough to be a general method for querying metadata. This may be applicable to U-P2P as well. As the authors point out, such a change will have an impact on the way JxtaSearch routes and resolves queries. Is a complex query language reconcilable with JxtaSearch routing? 

[mukherjee02resh Napster, gnutella]

Napster opened up a huge distributed library of files to thousands of users.  By downloading popular files, users increased the robustness of the network by increasing the probability of finding a host sharing the file.  Unfortunately, the benefits were limited to those sharing MP3 audio files.  This assumption was built into the system making it difficult to extend the system to share other objects.  

Gnutella, another interesting file-sharing application, lies at the opposite end of the spectrum.  Aside from differences in network architecture Gnutella allows the sharing of any type of file.  There is no explicit meta-data handling: attributes of objects are not specified and cannot be searched.  In Napster and many Gnutella implementations search is implemented by filename matching against a simple search string.  This acts as a barrier to sharing of complex objects.  For example, a design patterns community requires the ability to search not just name but purpose, keywords, applications, etc.  

This has led to proposals in the Gnutella developer community for richer meta-data searches [1, 2].  As with U-P2P, these revolve around using schemas for describing shared objects.  One schema defines a structured format for searching MP3 meta-data that is sent as a search string to other Gnutella nodes. Responding clients use the query to search local files annotated using the schema and returns the results using the same structured format.  Other P2P systems such as FastTrack, Opencola or Bitzi propose variations on that idea.  They are all limited to a number of predefined schemas.

Increased use of meta-data is a step in the right direction.  But meta-data must be separated from the application to allow file-sharing to become a general solution to a wide class of problems.  Additionally, none of the existing proposals addresses the problem of discovering communities.

[mukherjee02resh - edutella]

It is worth mentioning at this point the Edutella project [9], which aims at creating a P2P network for sharing meta-data, described using RDF, as a technology for distributed learning.  However in Edutella meta-data is only the resource, not also the means to describe one.  

[mukherjee02ip2pws]

Unfortunately, these systems are weak in the area of search.  Such systems are characterized by “exact-match” searches.  This is not unique to content-addressable storage systems, Freenet [11] for example displays the same property: to locate a file you must know its key.  This limits the ability to do meta-data search.  A variety of approaches have been suggested for solving this problem for content-addressable systems.  On the other hand, there exists a class of systems better suited to this task such as Gnutella and JxtaSearch [12].  These systems are often criticized for failing to scale, but there is ongoing research on optimizing such systems [4].

One commonly suggested approach to enable meta-data search is to create indexes [6, 7, 11].  But how would such an index be created?  In systems such as PAST which store whole files at each node, this would not be too difficult: a crawler could visit each node and index the files stored there.  But if the content is encrypted this is not possible – no useful information about a file can be gleaned on examination.  Similarly, if files are divided into blocks and scattered among nodes, as they are in CFS [8], it is impossible to index whole files.  

Even if a single index could be created and its key published this would be no better than a centralized search.  Alternately the index could be divided into blocks and the keys published, but all parts of the index would need to be visited.  Another important drawback to the index approach is the inability to stay current with updates: new files would only appear in the index after the next pass of the crawler.

Harren et al. [9] point out that exact-match capabilities can be used to provide substring searches by inserting fragments (n-grams) of a keyword as keys pointing to the same file. They go on to propose a layered model in which queries are handled at each node by a query processor that sits above the distributed hash-table implementation.  The query processor is able to iterate over files stored at the node and examine their contents and associated meta-data.  This approach suffers from the same problem as indexing for storage systems in which the contents are encrypted or divided into blocks.  

Another novel approach to incorporating meta-data search is Terradir [10].  Terradir uses an alternate overlay network and does not take advantage of the routing efficiency of content-addressable storage systems. In this system a hierarchy of semantic information is used to filter search.  Nodes that are responsible for content concerning a specific topic are clustered together.  Queries that match the hierarchy are simple to handle but this allows only a small subset of queries.  Performing queries that don't conform to the hierarchy require the overlay network to be re-created which may be intensive for large numbers of different queries.

The presence of a unique key to represent the embedded a file is similar to the approach of Bitzi [13].  Bitzi syndicates a database of meta-data descriptions of MP3 files (among other types).  Within the description is a bitprint of the wrapped file which is actually a content hash which can be used to verify the file’s authenticity.  With Bitzi this information is stored in a centralized database.  Using the approach described above these meta-data wrappers can be explored and created in a distributed manner.  The ability to create and share communities (i.e. different schema) allows the system to be flexible enough to accommodate any existing and new file types that might be stored in the underlying content-addressable storage system.  Another exciting possibility is the automatic generation of query and display interfaces by applying transformations to these schemas.  

Architecture

Ideas chapter – separating content (the structure of an object) from presentation (how the application looks), communities are schemas, shareable communities and implications, what should be in a community schema, layering

Ideas: Structured XML to simplify search and storage of metadata

The difficulty of effective search in peer-to-peer networks is a barrier to expanding their benefits to a wider community.  U-P2P simplifies the searching and storage of metadata in peer-to-peer systems using structured XML documents.  

Ideas: XML files to wrap binary files/Embedded Links

UP2P is used to share XML files.  Unlike HTML, XML tags indicate the semantics of a field rather than telling a browser how to present that information.  For example an XML file representing an MP3 might contain tags such as <artist> or <title>.  These XML documents can be used to wrap binary files by including them as elements or the XML files can be shared by themselves.   The client is responsible for implementing the behaviour when encountering embedded binary objects.

Ideas: XML Schema for definining a community

UP2P communities are formed by users interested in sharing files described by a specific XML format.  A community is defined by a schema which lays out the names and data types of the expected metadata attributes (elements) of that type of object.  Historically these have been defined using Document Type Definitions (DTDs) [ref].  In UP2P, the more recent XML Schema [ref] standard is used.  The DTD format is expressed using Backus-Naur form [FIXME – is this right?] notation.  XML Schema differs from the DTD format in that it is expressed in XML itself.  

Ideas: XSL to transform schema into forms for each function

XML was developed for encoding semantic information.  The presentation of XML documents is accomplished by applying a stylesheet which specifies how elements should be displayed.  The stylesheet language for XML is called XSL [FIXME expand acronym].  In UP2P, XSL is used to transform XML Schema documents into HTML forms.  Since XSL is meant to be applied to XML documents this technique could not be used if the schema were expressed as a DTD.

As described above, effective search is difficult in existing systems because it is difficult to understand what a user is searching for and it is difficult to understand what a document is about.  Schemas solve these problems because they clearly enumerate what elements are available or required.  For example, a schema for books might include separate fields for “by” and “about”.  UP2P transforms this information into a search form with separate fields for each allowing the user to explicitly specify they are searching for books by Winston Churchill rather than about him.  This same information can also be transformed into a data entry form ensuring that book objects entered into UP2P will contain all the required metadata. This makes it simple to determine whether a book matches the query.

Ideas: XML Query for communication, Adapters to plug in P2P protocols

The UP2P servent program sends queries to other UP2P peers.  Queries are formatted in XML Query Language (XML Query). [FIXME ref]  The protocol used to route the query to other UP2P servents depends on the underlying P2P network.  This binding is accomplished through the use of adapters which act as servents on the P2P network.  Adapters take care of all transactions in the P2P network including transmitting and receiving both queries and results. [FIXME network stack diag]  When XML documents are created they are stored at the UP2P servent which created them.  Peers receive incoming queries and perform a local search on their XML repository.  Adapters can also be used to implement caching and replication strategies which allow persistence of data and load balancing.

Ideas: Community as document - components: p2p network, schema, etc.

Information about the adapter and the schema is stored in an XML file.  A servent must have this information to render forms and for receiving and dispatching queries.  UP2P can be used to trade these XML files -- peers join a community by downloading its XML descriptions.  The Community XML language is described by a standard schema written in XML Schema language.  As described above, this can be transformed to render search forms and data entry forms.  Searching, creating and sharing Community XML documents is fundamental to UP2P.  Because of this the Community XML schema is packaged with the UP2P servent.

object as structured document 

xml schema - way of incorporating this knowledge on the fly - not embedded in application, but since it is standards based the application can now have a priori knowledge 

application rendering as transformation (search, create, view) 

metadata indexing as transformation 

knowledge layer independence from network layer 

how all of the above help resource discovery 

community as structured document 

of course the system has to have a priori knowledge of at least a single schema in order to perform initial search - but this is intuitive - this should be the search engine for OTHER object schemas 

this is the concept of "community" in up2p 

metaclass analogy 

re-state how resource discovery can be applied to community objects 

how community object can bootstrap entry into community 

components of a community object 

- schemas, etc. are design - its like an ontology - how did you decide these are things required - why did you make these choices

- for example - community schema - what are existing approaches - are there existing approaches?

- justify choice of fields - e.g. because we're working in a p2p environment and we're independent of protocol we add the "protocol" field

- justify things we left out - why no identity? - can justify by saying it is out of scope, or alternately that we chose to focus on areas that were relevant to the problem we were trying to solve

[mukherjee02resh]

Generative role of XML Schema and XSLT

File-sharing applications have a few basic functions that benefit from knowledge of meta-data.  In U-P2P, the Creation Function presents a form for entering attribute values.  The Search Function presents a form used to specify the attributes of the desired objects.  Finally, the View Function should allow all of the attributes of an object to be displayed.  These functions require knowledge of attributes and attribute types.  U-P2P tries to factor this knowledge out of the application by expressing it in the form of an XML Schema.  In U-P2P, the fundamental information about a community is expressed in its schema.  For this reason, U-P2P allows users to create their own schemas for shared objects and then share the schema with other users to form a "community". 
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Fig. 1.  U-P2P shared object model.  This diagram shows the UP2P components and their relation to the shared XML object. The Create, View and Search stylesheets shown are strictly for presentation in an HTML web browser interface and are not essential for other GUIs.

The schema for a community provides a template for both searching, creating and viewing shared objects.  In U-P2P the template is instantiated using Extensible Stylesheet Language Transformations (XSLT).  XSLT, also specified in XML, specifies the transformation of one XML document into another [10]. In U-P2P, XSLT is used to transform XML Schema into another format: HTML.  In a web browser, this allows XSLT stylesheets to render screens for creating, viewing and searching for shared objects. U-P2P provides default stylesheets that operate on any community schema, but users are encouraged to create their own stylesheets to customize their community.


Fig. 2  Relationship between schema, stylesheets and U-P2P functions.

Using XML Schema provides a standard way of describing objects (creating meta-data) that is easy to understand and easy to deploy.  U-P2P addresses the difficulty of creating file-sharing applications devoted to a specific class of object by allowing users to easily define their own objects.   For this reason, U-P2P allows users to create their own schemas for shared objects and then share the schema with other users to form a "community".  A schema is an important attribute of a community: it is used to instantiate the objects that are being shared.

U-P2P provides one default schema as a bootstrap: a schema for community objects.  Thus through the same facility, users can search for objects within a community or search for a community itself.  Under this model, a user must join a community by downloading its schema in order to conduct searches in that community.  All users are members of the global or root community by default and can search, create and view other communities at any time.  This provides a standard way to discover the existence of resource-sharing communities.

<?xml version="1.0"?>

<schema xmlns="http://www.w3.org/2001/XMLSchema">

 <element name="community">

  <complexType>

   <sequence>

    <element name="name" type="xsd:string"/>

    <element name="description" type="xsd:string"/>

    <element name="keywords" type="xsd:string"/>

    <element name="category" type="xsd:string"/>

    <element name="security" type="xsd:string"/>

    <element name="protocol" type="protocolTypes"/>

    <element name="schema" type="xsd:anyURI"/>

    <element name="displaystyle" type="xsd:anyURI"/>

    <element name="createstyle" type="xsd:anyURI"/>

    <element name="searchstyle" type="xsd:anyURI"/>

   </sequence>

  </complexType>

 </element>

 <simpleType name="protocolTypes">

  <restriction base="string">

   <enumeration value=""/>

   <enumeration value="Napster"/>

   <enumeration value="Gnutella"/>

   <enumeration value="FastTrack"/>

  </restriction>

 </simpleType>

</schema>

Fig. 3.  An XML Schema for resource-sharing communities

This is an attempt at defining the attributes of a file-sharing community.  In the context of U-P2P a community is defined by a schema and a set of stylesheets – these attributes can be seen above.  Attributes such as “keywords”, “description” and “category” can be used to filter searches and provide more meaningful information about a community’s purpose.  In addition there are attributes referring to the underlying peer-to-peer network such as “security” and “protocol”.  These will eventually be used to correctly format and route queries in the system but are not implemented today.

[mukherjee02ip2pws]

Our approach is to separate search from storage.  Content-addressable networks are optimized for locating keys, but discovery of keys matching a specific query is better handled by a “unstructured” [4] networks.  A layered approach in which query results include pointers into an underlying storage network may be an effective method of providing distributed search for content-addressable networks.  An advantage of separating search from storage is that search can be layered on top of many different network types providing a bridge between disparate systems and allowing designers to tailor their storage approach to the application at hand.  In addition, we also envision a meta-data layer determining the format of queries routed by the search layer and allowing the creation and discovery of communities of related objects.

It is not obvious what format should specify the wrapper for a given file type.  Rather than rigidly requiring a single schema to describe, say, MP3 files, a meta-data layer could be used to manage a collection of schemas for describing them.  Each schema can be used to define a “community”.  Membership in a community would consist of downloading its schema and using it to generate wrappers when publishing files.  The search layer could use this attribute to effectively route queries: nodes that subscribe to a specific community could advertise at rendezvous points.  The relative availability of files in different communities would determine in a Darwinian manner which schema is most effective for representing a certain file-type.

In the same way that the search layer can be separated from the storage layer, this meta-data layer is independent of the search protocol used.  In this model, searches are partially specified XML documents (or XML queries) and nodes store repositories of XML files.  The query routing protocol can use any method it likes to transmit the queries to the repositories and return the results.  Possible approaches include flooding, routing based on hints such as community membership or other information about the expertise of different nodes.

Implementation details 

Nitty-gritty about what the application looks like and how main functions work.  What technology was used and why?  Software architecture stuff.

schema, stylesheets - machine readable data separate from program 

benefit of rendering interface in html (html is an xml specification of a ui!) 

how does schema generate application 

xml transformations + rendering: why a servlet container/web server is ideal 

independent network layer? have to show details of how it can sit on different network architectures (requires further work) 

why and how of indexing of metadata - stylesheet (requires further work) - 

standard query/publish interface: publish - xml specification of object, query - partial xml specification of an object? 

software architecture stuff - use case, object diagrams (further work - reading? use tools?) 

[mukherjee02resh]

U-P2P is a web-based application.  Any browser can be used to interface to a U-P2P servent.  UP2P is currently implemented using JavaServer Pages (JSP) and several helper Java classes.  The Tomcat Web server was used as the foundation of the servent because of its support for Java ServerPages.  Java was chosen because of the Xerces and Xalan libraries: Java libraries for XML parsing and XSL transformation.  Information about objects in the system is stored in a database based on Magenta, a Java package developed by the authors as an agent framework [11].  Transactions between the servent and the database are formatted as CMIP queries. 

The primary objective of U-P2P is to facilitate the exchange of information or resources using meta-data rich searches over a peer-to-peer network. U-P2P does not focus on the underlying network architecture or discriminate between centralized or distributed approaches to searching, peer discovery, message routing or security. It is meant to be layered on top of any peer-to-peer network organization and expose some basic features of searching, sharing and viewing objects.  Although the current implementation is tied to a centralized database, the basic primitives - create, search and view - can be implemented in any peer-to-peer network.

Important Functions

Create

A user can create and share an object on the peer-to-peer network. For the user, this means selecting a schema, writing out the meta-data for the object (or using an automated meta-data extraction tool) and submitting the object to the UP2P client. The UP2P client will then send off the meta-data to some either centralized source or in a distributed scenario, the meta-data will be kept locally for distributed searches. 

The shared object will always be an XML object described by the community schema. It may or may not have links to network accessible files that are flagged as attachments. Attachments are only downloaded when the object is retrieved from a peer on the network.  In the case of creating a community, the user will fill out the necessary meta-data according to the community schema provided by UP2P.  This ensures that all communities are uniform in their description and can be found in searches.

Search

A user can join a community and then search within that community by filling out a search form derived from the community schema. Fields defined in a community schema must be marked searchable for them to form part of a search query. This allows only fields with small portions of content to be present in the search engine instead of the entire XML object. Schema authors will be required to mark fields as searchable. 

After filling in meta-data fields the search will be submitted to the UP2P client. The UP2P client will send the search out on the underlying peer-to-peer network implementation. Results will be returned from the network and will consist of full meta-data for each search result. All the search results will be processed and presented to the user for further scrutiny. The user can select a search result and UP2P will download it from the peer who is providing the shared object. This download involves retrieving from the network, any file(s) attached to the shared object and storing them locally for the user.

View

UP2P provides a view for any objects that the user has provided for sharing or has downloaded from the network. In the case of the web browser interface, this view is generated by an XSLT stylesheet provided by the creator of the community. This feature also includes browsing through downloaded files and organizing the downloaded files using filters or other tools.

Case study: Design Patterns

What are Design Patterns, why is it useful to find them.  Structure of a design pattern – effective search.  How do you find Design Patterns today.  Weaknesses: difficulty of finding Design Patterns, scattered repositories, limited meta-data search.  Describe U-P2P solution.

finding a Schema, 

limitations and successes of your approach, 

using this to validate U-P2P and detect weaknesses

[mukherjee02resh]

The Carleton Pattern Repository [12] was started in 1999. It serves as a repository for software design patterns and provides extensive search capabilities over an as yet, small list of patterns. The patterns are represented in XML using a DTD designed for especially for the repository project.

The repository website contains papers on representing design patterns in XML, searching over design patterns and even a small mention of a distributed model for the repository  [13]. The distributed model proposed was for each author group to have a repository server with a fixed list of the other servers in the network. The servers would presumably form a highly distributed mesh and send out their searches to all other servers. This model was not implemented and evidently, no one else has pursued the idea.


Using the DTD as a basis we have developed an XML Schema for representing design patterns [14].  This is used as the basis of a file-sharing community for design patterns.  In addition to the schema a custom stylesheet was required to render this complex object since the default stylesheet is tailored to more simple formats.  Another design problem is deciding which parts of the design pattern should be indexed.  The community designer can also control this by implementing a stylesheet to filter indexable attributes from the XML object before submitting them to the local or remote database.


To our knowledge, prior to our work there has been no way to share design patterns in a peer-to-peer fashion that incorporates meta-data search.  When fully implemented this U-P2P based system will expand the benefits of peer-to-peer file-sharing to this area.  Such a system would allow computer scientists and students to publish a rich collection of patterns into an underlying peer-to-peer network, search them using rich queries and replicate popular patterns to increase their accessibility.  The community-discovery aspect could also be used to access sub-communities devoted to different classes of design patterns or based on different underlying networks.

Conclusion 

What was the problem and high-level approach that solves it.  Outline contributions. 

conclusions 

a framework that allows file-sharing to be effectively applied to a wide variety of objects has been developed 

the same framework can also be used to allow discovery of resource-sharing communities 

the foundation of this framework is the separation of the specification of the shared object (content) from the application used to share the object (presentation) 

structured documents provide the ideal method of implementing this separation 

contributions 

created a prototype of the framework 

demonstrated use of framework to create a community for sharing design patterns 

demonstrated use of framework to discover multiple communities 

illustrated protocol independence of the framework (layered P2P architecture)

addressed problem of discovery design patterns

UP2P system allows natural selection for schemas

(UP2P communities minimize network traffic implemented over Gnutella by limiting broadcasts to other community members)

community schema is a contribution

Future research 

object creation interface less restrictive than html forms 

improved query language - e.g. xml query 

more robust methods of marking indexed attributes (is it even required) 

protocol-independence - show it running on a wider range of protocols - jxtasearch, gnutella, fasttrack, etc. 

closer integration of xml schema tool - hide underlying xml - auto-generate stylesheets 

rendering of complex schema 
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